
3 � Typical Statistical Methods
Applied by Community
Ecologists

In this chapter we introduce statistical methods commonly applied by
ecologists working with community data. The aim is not to review every
single statistical approach that can be applied to community data, but
rather to give a general overview of the available tools. In this way, we
will place JSDMs in general – and HMSC in particular – in the broader
context of statistical community ecology.
We start by introducing ordination methods (Section 3.1), then discuss

co-occurrence analysis approaches (Section 3.2), and finally methods
based on generalised linear models of diversity metrics (Section 3.3). We
will then move to species distribution modelling (Section 3.4), on top of
which HMSC is built. While we will only verbally discuss the statistical
methods in this chapter, we will apply some of the methods discussed to
the bird community data in Section 11.5, where we illustrate how the
outputs of these statistical methods compare to the outputs of HMSC.

3.1 Ordination Methods
In line with the historical development of community ecology theory,
the analyses of observational data were largely descriptive until the 1950s.
Conclusions were typically drawn from qualitative visualisation of the
data e.g. in terms of diversity measures, such as distributions of species
richness or species abundance. The first multivariate ordination methods
emerged in the 1960s, as a response to the need for more quantitative
methods (Bray & Curtis 1957; Gower 1966). The overall aim of ordin-
ation methods is to represent the multivariate nature of community data
along a small number of axes representing the main trends. This is done
by compressing information about the occurrences and co-occurrences
of many species into a small number of axes that explain as much of the
species variation as possible. Ordination methods provided community
ecologists with new tools to link patterns in community composition
with variation in environmental conditions, enabling more conclusive
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insights than were previously possible. Importantly, ordination methods
allowed ecologists to relate their data to community processes by
hypothesising the ecological and spatial processes that might correspond
to the main axes of variation. The development and application of
ordination methods has continued to expand since the 1950s, and they
are currently by far the most widely used method for evaluating variation
in species composition. A fundamental contribution to the development
and application of multivariate ordination methods was set out in Numer-
ical Ecology, published by Pierre and Louis Legendre in 1979, originally
entitled Écologie Numérique. This book explained the wide array of
multivariate ordination methods, both mathematically and ecologically,
making them available for a large set of users (for the latest edition, see
Legendre & Legendre 2012).
Ordination methods can be classified as unconstrained (also called

‘indirect gradient analysis’) or constrained (or ‘direct gradient analysis’).
Unconstrained ordination methods summarise the axes of variation in the
community data without accounting for environmental data. Following
Borcard et al. (2011), the basic idea of how unconstrained ordinations
extract the axes of community variation is as follows: the community
data matrix Y, with dimensions of n sampling units and ns species, can be
illustrated graphically by placing the n sampling units in an ns dimensional
space. This will create a cloud of points, that will be elongated in some
directions and flattened in others. The direction of the most elongated
area corresponds to the greatest variation in the data, and this will be the
first axis that an unconstrained ordination will extract. The next axis to
be extracted will be the orthogonal axis (i.e. uncorrelated to the previous
axis), that is the second most elongated area. This process is continued
until all axes are extracted. Therefore, the first few axes contain most of
the information about how communities are structured, and typically the
first two axes are visualised in ordination plots. In ordination plots, both
the sampling units (the locations of which are called site scores), and the
species (the locations of which are called species scores) are plotted. Sites
that are close to each other in the ordination space tend to have similar
communities, whereas species that are close to each other tend to occur
in the same sampling units.
Widely used unconstrained ordination methods include Principal

Components Analysis (PCA), Principal Correspondence Analysis
(PCoA) and non-metric multidimensional scaling (NMDS) (Legendre
& Legendre 2012). Both PCA and PCoA utilise eigenanalysis, which
yield an eigenvalue and an eigenvector for each axis of variation.
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The eigenvalue measures the amount of variation, whereas the eigen-
vectors includes the site scores. Thus, the leading (largest) eigenvalue
identifies the first axis of variation, and the corresponding eigenvector
describes how the sites are ordered along this axis of variation. While
PCA starts from the raw data and assumes the Euclidean distance, PCoA
takes a distance matrix among the sites as the input. The choice of
distance (or similarity) measure is an important part of any ordination
analysis. For example, a commonly used similarity measure for abun-
dance community data is Bray-Curtis, whereas the Sørensen distance is
often used for presence–absence data. The eigenanalysis maximises the
linear correlation between the original distances and those based on the
main axes of variation. Since applying linear correlation is not a satisfac-
tory approach for many kinds of data, NMDS relaxes the metric assump-
tions by maximising the rank order correlation rather than the linear
correlation, and is thus not based on eigenanalysis.
A significant advance for statistical community ecology was the emer-

gence of constrained ordination methods, that allow a more direct
evaluation of the effects of environmental covariates. Unconstrained
ordination methods are descriptive, in the sense that no statistical test is
performed to assess the significance of the structures detected in relation
to environmental or spatial constraints. However, in constrained ordin-
ation, one may test the hypotheses about whether and how environ-
mental covariates influence the community composition, as the
ordination axes only display the variation explained by the environmen-
tal (i.e. constraining) variables included in the analysis. This is done by
combining the principles of unconstrained ordination, discussed above,
with multiple regression.
The most widely used constrained methods in community ecology

include Canonical Correspondence Analysis (CCA, ter Braak 1986) and
distance-based Redundancy Analysis (db-RDA, Legendre & Anderson
1999). The axes of RDA are those linear combinations of the explana-
tory variables that best explain the variation in the community data. CCA
is similar to RDA, but its implementation has been optimised to capture
unimodal responses. Both methods make it possible to test the signifi-
cance of the environmental covariates in explaining community vari-
ation, as well as to quantify their effects. An important development in
constrained ordination has been the extensions that allow traits to be
linked with environmental variation. These methods are the so-called
RLQ (Dolédec et al. 1996) and fourth-corner analysis (Legendre et al.
1997). RLQ finds linear combinations that maximise covariance
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between the environmental data matrix and the trait data matrix,
weighted by the community data. Fourth-corner analysis is similar, but
focuses on the individual trait-environmental covariate relationships.
Accounting for spatial autocorrelation has been a long-standing chal-

lenge for ordination analysis. Ecological processes are generally spatially
structured, as are ecological communities and the surrounding environ-
mental variation. Therefore, sampling units that are close to each other
tend to have more similar communities and environmental characteristics
than those that are far from each other. If the spatial structure of the data
is not accounted for, i.e. if sampling units are considered to be independ-
ent of each other regardless of their spatial distance, then the ecological
signal can be confounded with the spatial structure (Legendre 1993;
Legendre et al. 2002). This issue stimulated the development of a new
generation of ordination approaches that enable assessing the spatial
dependencies. For example, Principal Components of Neighbour Matri-
ces (PCNM) uses the eigenvectors of the spatial distances among sam-
pling units as explanatory variables of the RDA (Borcard & Legendre
2002). Another approach that has gained much popularity is the Permu-
tational Multivariate Analysis of Variance (PERMANOVA, Anderson
2001). PERMANOVA can be used to statistically test the differences in
community similarity among groups of sampling units that can represent
larger spatial or temporal scales, along with assessing the effects of envir-
onmental covariates. Therefore, PERMANOVA is highly suitable for
analysing community data collected from hierarchical study designs.

3.2 Co-occurrence Analysis
As discussed in Chapter 1, one of the most central topics in community
ecology relates to species interactions. Sometimes interactions can be
detected directly, for example by observing who feeds on whom. Such
data are the starting point for network analysis, where species commu-
nities are represented by graphs, where the nodes are the species, and
interacting species are connected by links. Various metrics describing the
distribution of the links among nodes can then be derived (see Jordano
1987 for seminal work in this area). However, in many situations,
interaction networks cannot be observed directly, and thus they need
to be inferred indirectly. One way to hypothesise as to which species
interact with each other is to assess species’ co-occurrence patterns, based
on the reasoning that interacting species should be non-randomly dis-
tributed with respect to each other. This idea dates back to Diamond
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(1975), who found ‘checkerboard distributions’ among pairs of bird
species that never co-occurred, driving the argument that this reflected
negative interactions among species. The ordination methods discussed
above are one way to study species’ co-occurrence patterns: those pairs of
species that have similar species scores (and are thus close to each other in
the ordination space) will co-occur often, whereas those pairs of species
that have dissimilar species scores (and are thus far away from each other
in the ordination space) will co-occur infrequently.
While the analysis of co-occurrence patterns was implicitly included in

ordination methods, these methods do not allow for direct testing of
whether some sets of species do co-occur more or less often than
expected by chance. Gotelli (2000) developed such tests by contrasting
the realised co-occurrence patterns with those simulated by a null-model
that assumed randomly distributed co-occurrences. However, non-
random co-occurrence patterns can arise not only through species inter-
actions, but also because of the species responding similarly or dissimilarly
to environmental variation. To determine whether co-occurrence pat-
terns deviated from those expected by the species responses to environ-
mental variation, Peres-Neto et al. (2001) extended the pure null-model
of Gotelli (2000) to an environmentally constrained null-model. In the
approach of Peres-Neto et al. (2001), the responses of the species to
environmental variation are first modelled one by one, after which co-
occurrences are examined from the residual variation. In the early phase
of joint species distribution modelling, the two steps of Peres-Neto et al.
(2001) were combined in a single step with a model that included both
the environmental responses of the species and the residual associations
simultaneously (Ovaskainen et al. 2010).

3.3 Analyses of Diversity Metrics
Another way of analysing how community variation relates to environ-
mental variation is to use univariate statistics, such as generalised linear
mixed models (GLMM). Using GLMMs, community-level indices such
species richness, Shannon evenness or Simpson similarity (Magurran
2004) are modelled as a function of environmental and spatial predictors.
The flexibility of GLMMs allows one to incorporate many kinds of
random effects that are needed to account for the nature of the study
design, if it is for example hierarchical or spatial, or includes repeated
visits (see e.g. Zuur et al. 2013). Analysing how broad-scale geographic
species richness depends on environmental drivers has been termed
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macroecological modelling (MEM), which has been applied using both
correlative (e.g. Hawkins et al. 2003) and process-based (e.g. Gotelli
et al. 2009) statistical frameworks.
Univariate statistical models can also be applied to examine beta-

diversity – in other words, how species composition varies over spatial
or environmental gradients. In distance-based variance partitioning, a
community distance matrix is considered as the response variable, and
environmental and spatial distance matrices are considered as explanatory
variables (Legendre et al. 2005; Smith & Lundholm 2010). A comparison
of the explanatory powers of models with or without environmental
and/or spatial predictors then identifies the unique and shared propor-
tions of variance explained by the environmental and spatial predictors.

3.4 Species Distribution Modelling
Communities can also be approached through analysing each of the
constituent species separately through species distribution models
(SDM), also called habitat suitability models and niche models. SDMs
are based on finding a statistical relationship between the abundance or
occurrence of a species and its biotic and abiotic environment (Franklin
2009; Guisan et al. 2017; Peterson et al. 2011). Typical steps of SDM
analyses involve: (i) defining one or more alternative SDM models and
fitting them to the data; (ii) evaluating the abilities of the models to
explain the fitted data and/or to predict held-out data not included for
model fitting; (iii) using model evaluation to select the model that best
captures the relationship between the environment and the species
distribution; (iv) examining the parameter estimates of the best model
to understand the drivers behind species distribution; and (v) using the
best model to make predictions about species’ abundances or occurrences
in locations that have not been surveyed, or in scenarios representing
different environmental conditions.
Since the introduction of the species distribution modelling package

BIOCLIM in the 1980s (Booth et al. 2014; Nix 1986), SDMs have
become highly popular, not only in community ecology but in ecology
in general. They have also proved to be a powerful tool for testing
(macro)ecological and biogeographical hypotheses on factors influencing
species distribution ranges. Furthermore, SDMs are commonly used in
applications in geography, paleoecology, phylogenetics, conservation
biology and wildlife management (Araújo et al. 2019). Due to its wide
applicability, there is a vast amount of literature on SDM approaches,
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which are covered extensively e.g. in Franklin (2009), Peterson et al.
(2011) and Guisan et al. (2017). Below, we summarise this literature only
briefly, with the aim of providing the background to how JSDM builds
on single-species distribution modelling. In Chapter 5, we discuss how
SDM relates to community ecology theory.
As illustrated in Table 3.1, there are many kinds of SDM frameworks

to model data, either on individual or multiple species. The SDM
frameworks differ in many aspects, including their structural assumptions
(e.g. whether a generalised linear model or a random forest is assumed),
statistical approaches (e.g. whether the model is fitted using maximum
likelihood or Bayesian inference) and technical implementations (e.g.
whether the method is available as an R-package or as self-standing
software). The modelling frameworks of Table 3.1 can further be

Table 3.1 Summary of some popular and recently emerged SDM frameworks
used to model community data. The SDM frameworks are classified either as
single-species distribution models or joint species distribution models.

Single-species distribution models Reference

Boosted regression trees (BRT) Hijmans et al. (2017); Ridgeway
(2017)

Generalised additive model (GAM) Wood (2011)
Generalised linear model (GLM) RDevelopment Core Team (2019)
Gradient nearest neighbour (GNN) Crookston & Finley (2008)
Maximum-entropy approach (MaxEnt) Phillips et al. (2006)
Multivariate adaptive regression spline
(MARS-COMM)

Milborrow (2017)

Multivariate regression tree (MRTS) De’ath et al. (2014)
Random forest (RF) Liaw & Wiener (2002)
Support vector machine (SVM) Meyer et al. (2017)
Gradient extreme boosting (XGB) Chen et al. (2018)

Joint species distribution models

Bayesian community ecology analysis (BC) Golding & Harris (2015)
Bayesian ordination and regression analysis
(BORAL)

Hui (2017)

Generalised joint attribute modelling (GJAM) Clark et al. (2017)
Hierarchical modelling of species communities
(HMSC)

Ovaskainen et al. (2017b)

Multivariate stochastic neural network
(MISTN)

Harris (2015)

Species archetype model (SAM) Hui et al. (2013)
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combined by applying so-called ensemble modelling, for example where
predictions of several models are averaged (Breiner et al. 2015; Grenouil-
let et al. 2011). All SDMs listed in Table 3.1 are correlative, in the sense
that they are based on finding statistical dependence between environ-
mental data and species data. Thus, they do not directly model the
assembly processes themselves, but the patterns generated by those pro-
cesses (Elith & Leathwick 2009; Ovaskainen et al. 2017b). Assembly
processes can be related more mechanistically to species distributions by
the use of process-based SDMs (Boulangeat et al. 2012; Dormann et al.
2012; Morin et al. 2008; Talluto et al. 2016; Zurell et al. 2016). Process-
based SDMs (also known as range dynamic models or hybrid SDMs)
explicitly incorporate model structures and parameters describing some
of the assembly processes (Zurell et al. 2016). Although this line of
modelling can be linked more directly to ecological theory, in this book
we focus on correlative SDMs. The motivation for doing so is that
correlative SDMs are more generally applicable than process-based
SDMs. This is because it is very difficult to derive a process-based
framework that could readily be applied to the wide variety of data types
typically available for community ecologists (see Chapter 2). For con-
structing process-based SDMs, one would ideally need more direct
information on the underlying processes, such as data on fecundity,
mortality and dispersal, and the dependency of these on the current
population state of the focal and other species, as well as on their
dependency on the prevailing environmental conditions. Such data are
still rarely available. Even if most SDMs are correlative, one would like to
link them to the underlying assembly processes as much as possible. To
do so, it is important to understand the extent to which the results from
correlative SMDs can or cannot be related to the underlying processes. In
this context, the structural assumptions behind SDMs can be viewed as
assumptions about how ecological communities are structured (D’Amen
et al. 2017; Guisan & Thuiller 2005; Norberg et al. 2019).
The SDM frameworks in Table 3.1 are classified as single-species

distribution models (SDMs) that model each species separately (Elith &
Leathwick 2009; Ferrier & Guisan 2006; Guisan & Zimmermann 2000;
Zimmermann et al. 2010), and joint species distribution models (JSDMs)
that model all species at the same time (Clark et al. 2014; Ovaskainen
et al. 2017b; Warton et al. 2015). Single-species distribution models
were primarily developed for applications concerning only one species,
whereas the focus of JSDMs is directly for communities comprising many
species. Yet, single-species distribution models can also be applied to
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model the distributions of multiple species. This approach is called
stacked species distribution modelling (SSDM), which is implemented
by first fitting single-species distribution models separately for each
species and then combining their predictions (Calabrese et al. 2014;
Guisan & Rahbek 2011). In contrast, JSDMs combine species-level
models into one model that is simultaneously fitted to all data. This
allows JSDMs to seek community-level patterns in how species respond
to their environment (e.g. Clark et al. 2014; Ovaskainen & Soininen
2011; Ovaskainen et al. 2017b), to relate such patterns to species traits
and phylogenies (Abrego et al. 2017a; Brown et al. 2014; Pollock et al.
2012), and to quantify co-occurrence patterns among species (Ovaskai-
nen et al. 2010; Ovaskainen et al. 2016a; Pollock et al. 2014). These two
ways of analysing community data are also known as the ‘predict first,
assemble later’ (SSDM) and the ‘assemble and predict together’ (JSDM)
strategies (Ferrier & Guisan 2006). The Hierarchical Modelling of Species
Communities framework – which this book is about – belongs to the
latter JSDM strategy (Table 3.1).
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