
4 � An Overview of the Structure
and Use of HMSC

In this chapter, we will provide an overview of the HMSC framework.
In Section 4.1, we first place HMSC in the context of the widely applied
GLMM. In Section 4.2, we outline the mathematical structure of the
HMSC model and introduce the notation that is used throughout the
book. In Section 4.3, we introduce the conceptual theoretical frame-
work under which HMSC has been developed. Finally, in Section 4.4,
we illustrate the five steps of the HMSC workflow. As this chapter is
aimed at providing a quick overview, it does not fully cover every
mathematical feature nor the details about how different components
of the HMSC model can be used for addressing specific study questions
in community ecology. These will be covered in the remaining chapters
of the book, where we build HMSC step by step, relate each component
to ecological theory, and illustrate their use through examples.

4.1 HMSC Is a Multivariate Hierarchical Generalised
Linear Mixed Model
Before describing what HMSC is all about, let us first clarify what
HMSC is not about. Namely, HMSC is not a mechanistic, process-
based model of community assembly, which would thus contain explicit
descriptions of the assembly processes. In other words, HMSC does not
include descriptions of how or why individuals interact with their envir-
onment and with other individuals of their own and other species. In
particular, HMSC does not document who eats whom, or how energy
and other resources flow through the network of interacting species.
Furthermore, HMSC does not involve dispersal kernels or other quanti-
fications of how individuals move around, nor does it contain descrip-
tions about neutral processes such as ecological drift and demographic
stochasticity. While it is feasible to incorporate mechanistic components
to single-species distribution models in the so-called hybrid SDMs and
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process-based SDMs (e.g. Boulangeat et al. 2012; Dormann et al. 2012;
Morin et al. 2008; Talluto et al. 2016; Zurell et al. 2016), such models
are necessarily more case specific. The work leading to HMSC aimed to
develop a model that would be generally applicable to many kinds of
data collected by community ecologists (see Chapter 2). For this reason,
even if we are fundamentally interested in the underlying processes,
HMSC is not a mechanistic model but a correlative one. However, as
illustrated in Section 4.3, it has been built in such a way that the model
components can be conceptually related to community assembly pro-
cesses. We will return to these links many times in Chapters 5–7, where
the different HMSC components are developed in detail. Furthermore,
we will focus particularly on the links between the underlying assembly
processes and HMSC outputs in Chapter 9.5, where we apply HMSC to
data generated by a mechanistic simulation model, with known assembly
processes. By doing so, we will specifically ask how the results of HMSC
analyses relate to the underlying community processes.
In the statistical terminology, HMSC is a multivariate hierarchical general-

ised linear mixed model fitted with Bayesian inference. This is a very general
and widely applied statistical framework, and thus the novelty of HMSC
is not in the statistical framework itself but in how the framework is
applied to combine information from many types of data to infer com-
munity assembly processes. The above description of the statistical frame-
work has much technical terminology. After this introductory chapter,
we will gradually develop HMSC by addressing each of these terms
individually. Thus, we will start Chapter 5 with the linear model, with
which we expect most readers to be familiar. In Section 5.3, we will
discuss link functions and error distributions to encompass generalised
linear models. In Section 5.4, we will discuss random effects to extend
to generalised linear mixed models. These components will form the core
of Chapter 5 about single-species distribution modelling. HMSC can
indeed be applied to single-species distribution modelling as well, as we
illustrate using both simulated data (Section 5.6) as well as real data on the
bird species Corvus monedula (Section 5.7). In Chapter 6, we will move to
multi-species distribution modelling, thus extending to the multivariate
case, and adding a hierarchical structure that builds a link from species traits
and phylogenetic relatedness to their environmental niches. In Chapter 7,
we discuss random effects in the context of multivariate models, where
they are needed not only due to the nature of the study design but also to
capture species-to-species associations. In Chapter 8, we cover the basics
of model fitting with Bayesian inference, and in particular define the prior
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distribution of HMSC. In Chapter 9, we discuss topics related to model
fit and model selection. Together, these chapters form Part II of the
book, which builds the HMSC model step by step.
While the use of GLMMs is widespread in ecological literature, the

use of the terminology is not always consistent (e.g. Bolker 2008; Fox
et al. 2015; Gelfand et al. 2019; Zuur et al. 2009). For this reason,
Table 4.1 defines the conventions that we follow in this book when
referring to different kinds of statistical frameworks. All of the modelling
frameworks presented in Table 4.1 can have one or more explanatory
variables, or even none, in which case they are called intercept-only
models. The explanatory variables can always be either continuous or
categorical. In the context of species distribution modelling, the number
of response variables is the same as the number of species. The types of
the response variables relate to how species’ occurrences or abundances
are measured. An example of a normally distributed response variable
might be log-transformed biomass, whereas presence–absence data or
count data are by their nature not normally distributed. Random effects
are generally needed to model dependency structures among the sam-
pling units, for example due to hierarchical or spatial designs. In multi-
variate models, random effects can also model associations among the
species.

4.2 The Overall Structure of HMSC
Bayesian models can be represented graphically with the help of a
Directed Acyclic Graph (DAG), which describes how the parameters of
the model are related to each other and to the data. The DAG of the core
part of HMSC is shown in Figure 4.1. The boxes in Figure 4.1 refer to
the data matrices that correspond to those shown in Figure 2.1; their
precise meanings are described in Table 4.3. The ellipses in Figure 4.1
refer to the parameters of the HMSC model, described in greater detail in
Table 4.4. The continuous arrows in Figure 4.1 correspond to statistical
relationships that involve a random component, whereas the dashed
arrows correspond to solely deterministic relationships. Both the statis-
tical and deterministic relationships will be defined explicitly with the
help of mathematical equations in Chapters 5–7. Those parameters that
appear as the leaves of the DAG, i.e. those ellipses for which no arrows
flow in, will require a prior distribution to be defined, as will be done in
Chapter 8. The HMSC model is fitted to the data in the Bayesian
inference using Markov chain Monte Carlo (MCMC) methods. While
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Table 4.1 Definitions of statistical frameworks as used in this book.

Name of the statistical
framework as used in this book

Number of
explanatory
variables

Types of
explanatory
variables

Number of
response
variables

Types of response
variables

Random
effects

Introduced
in

Linear model Zero or more Continuous or
categorical

One Only normally
distributed

Does not
include

Section 5.2

Generalised linear model Zero or more Continuous or
categorical

One Can be non-
normally
distributed

Does not
include

Section 5.3

Linear mixed model Zero or more Continuous or
categorical

One Only normally
distributed

Can
include

Section 5.4

Generalised linear mixed model Zero or more Continuous or
categorical

One Can be non-
normally
distributed

Can
include

Section 5.4

Multivariate linear model Zero or more Continuous or
categorical

One or more Only normally
distributed

Does not
include

Section 6.1

Multivariate generalised linear
model

Zero or more Continuous or
categorical

One or more Can be non-
normally
distributed

Does not
include

Section 6.1

Multivariate linear mixed model Zero or more Continuous or
categorical

One or more Only normally
distributed

Can
include

Section 7.3

Multivariate generalised linear
mixed model

Zero or more Continuous or
categorical

One or more Can be non-
normally
distributed

Can
include

Section 7.3
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Table 4.2 Indices and their ranges in the core HMSC model.

Index and its range Refers to

i=1, . . ., n Sampling unit
j=1, . . ., ns Species
k=1, . . ., nc Environmental covariate
l=1, . . ., nt Species trait
h=1, . . ., nf Latent factor
u=1, . . ., nu Hierarchical unit
q=1, . . ., d Spatial coordinate in ℝd

r=1, . . ., nr Random effect

for each random effect

Figure 4.1 The Directed Acyclic Graph (DAG) of the core HMSC model. The
input data are represented as squares and the estimated parameters as circles. The
continuous arrows depict stochastic links modelled with the help of statistical
relationships, and the dashed arrows depict deterministic links. The box illustrates a
repeated structure, such that multiple random effects can be in the same model. The
symbols are explained in Tables 4.2–4.4.
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Table 4.3 Data matrices and their dimensions in the core HMSC model.
The spatial coordinates are defined separately for each random effect r.

Data matrix Dimension Refers to

Y, element yij n� ns Community data
X, element xik n� nc Environmental data
T, element tjl ns� nt Species trait data
C, element cj1j2 ns� ns Phylogenetic data
Π, element πiu n� nu Study design
S, element suq nu� d Spatial coordinates

Table 4.4 Parameters and their interpretations in the core HMSC model. The
‘Category’ column indicates whether the parameter is related to the fixed effect (F),
random effect (R), or data model (D) part of HMSC. The parameters of the
random effect part are defined separately for each random effect r.

Category Parameter Type Interpretation

F LF, element LF
ij n� ns matrix Linear predictor of fixed effects

F Β, element βkj nc� ns matrix Species niches
F Μ, element μkj nc� ns matrix Expected species niches based on

traits
F ρ scalar Phylogenetic signal in species

niches
F Γ, element γkl nc� nt matrix Influence of traits on niches
F V, element

Vk1k2

nc� nc matrix Residual covariance of species
niches

R LR, element
LR
ij

n� ns matrix Linear predictor of random effects

R Η, element ηuh nu� nf matrix Site loadings
R α, element αh vector of length nf Spatial scale of site loadings
R Λ, element λhj nf� ns matrix Species loadings
R Ω, element

Ωj1j2

ns� ns matrix Species associations

R Φ, element ϕhj nf� ns matrix Local shrinkage of species
loadings

R δ, element δl vector of length nf Global shrinkage of species
loadings

D L, element Lij n� ns matrix Linear predictor
D Σ, element σ2j ns� ns diagonal

matrix
Residual variance

44 · Introduction to Community Ecology: Theory and Methods

https://doi.org/10.1017/9781108591720.006 Published online by Cambridge University Press

https://doi.org/10.1017/9781108591720.006


we illustrate the use of Bayesian inference in the Chapters 5–7, we
postpone a more thorough discussion of this topic until Chapter 8.
HMSC includes several tools for evaluating model fit and comparing
different models. Such cross-validation approaches are illustrated
throughout Chapters 5–7, and a more detailed discussion of model
selection can be found in Chapter 9.
The DAG of Figure 4.1 and Tables 4.2–4.4 contain a large amount of

notation, which at this point is not expected to make full sense to the
reader. However, while reading Chapters 5–8 that build the HMSC
model in more detail, we expect that this information will be useful to
return to, as it compactly summarises the model structure and thus helps
to keep the big picture in mind.

4.3 Linking HMSC to Community Ecology Theory
Even if HMSC is based on a correlative GLMM framework, it is
conceptually linked to the assembly rules framework (Ovaskainen et al.
2017b). This is illustrated in Figure 4.2, which links the illustration on
community assembly processes (Figure 1.1) with the statistical structure
of HMSC (Figure 4.1). Here we provide a brief overview of these links,
which we will discuss more deeply in Chapters 5–7.
The fixed effects part of HMSC (shown on the left-hand side of

Figure 4.2) models environmental filtering, i.e. how the interplay
between species niches and environmental heterogeneity influences
species occurrence and abundance. In HMSC, the parameters denoted
by β are interpreted as species niches. These address environmental
filtering from the species-specific viewpoint, measuring how environ-
mental variation influences the occurrence of each species. Each species
has its own niche, and thus its own β parameters. Species niches depend
on response traits, the dependency on which is captured by the param-
eters denoted by γ. However, not all response traits may be known or
measured. If the missing response traits are phylogenetically correlated,
they can be expected to leave a phylogenetic signal on species niches. In
HMSC, the presence and strength of the phylogenetic signal is captured
by a parameter denoted by ρ.
The random effects part of HMSC (shown on the right-hand side of

Figure 4.2) models biotic filtering, namely how the ecological inter-
actions among species influence their occurrences, particularly their co-
occurrences. A key parameter of this part of the model is the species-to-
species association matrix Ω, which describes those species pairs that are
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found together either more or less often than expected by chance. For
adequate interpretation of the results presented by the species association
matrix, it is important to understand exactly what ‘by chance’ means in
this context, as co-occurrence patterns are generated both by environ-
mental filtering and by biotic filtering. As the fixed effect part of HMSC
controls for environmental filtering, two species that are found together
‘more often than by chance’ means that the two species are found
together more often than can be expected by their niche similarity.
Thus, the matrix Ω describes residual (or environmentally constrained,
see Section 3.2) co-occurrence rather than raw co-occurrences. While
residual co-occurrences are causally more closely linked to biotic

dependency
of species
niches on

traits

speciation

environmental
filtering

biotic
filtering

dispersal

Figure 4.2 Links between the theory of community ecology and the statistical
structure of HMSC. Differently shaded areas depict community assembly processes,
whereas the boxes, circles and arrows depict the statistical structure of HMSC.
Because speciation is not explicitly modelled in HMSC, it is represented by a
dashed shape.
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interactions than raw co-occurrences, the fixed effect part of the HMSC
model will seldom be able to account for all other factors aside from
biotic interactions. For this reason, interpreting residual associations as
biotic interactions should be done with great caution, as we will empha-
sise in Section 7.6.
Dispersal limitation also causes variation in species’ occurrences that

cannot be explained by environmental filtering, resulting for example in
a species being absent from an area in which the environmental condi-
tions are suitable. Thus, the influences of dispersal limitation will also be
captured by the random effects part of the HMSC model. In particular, if
including spatially explicit random effects, a parameter denoted by α will
capture the spatial scale of the unexplained random variation; this par-
ameter can thus be expected to be linked to the spatial scale of dispersal.
However, this interpretation comes with the same caveat as interpreting
the random effects as biotic interactions: namely, if the fixed effect part of
the HMSC model will miss some relevant environmental covariates,
then the α parameters may capture the spatial scale at which those missing
covariates vary, rather than the spatial scale at which dispersal takes place.

4.4 The Overall Workflow for Applying HMSC
Following Tikhonov et al. (2019), we summarise the typical workflow of
an HMSC analysis into the five steps, illustrated in Figure 4.3.
The first step of the HMSC workflow (Figure 4.3) consists of setting up

the model and fitting it to the data. Setting up the model involves making
many kinds of choices. Some concern the structure of the model, such as
whether spatial random effects are included and what kind of error
distribution is assumed. Other choices relate to the selection of the pre-
dictors, e.g. which environmental covariates and species traits are included,
and whether higher order effects or interactions among predictors are
included. As HMSC is a rather complex model (Figure 4.1), describing
its structure and discussing the relevant options will take a large part of this
book, namely Chapters 5–7. Furthermore, many choices relate to the prior
distribution. As setting up the prior distribution in an informed way can
be challenging, the default prior distribution has been selected to be as
generally applicable as possible, as described in Chapter 8.
While the first step of setting up the model requires an ecological

understanding of the system and a clear view of the hypotheses to be
addressed, the second step of the HMSC workflow (Figure 4.3) is purely
technical. Specifically, it consists of checking whether MCMC
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Step 1. Setting model structure and fitting the model

Step 2. Examining MCMC convergence

Step 3. Evaluating model fit and comparing models

m = Hmsc(Y, XData, XFormula, TrData, TrFormula, phyloTree,
studyDesign, ranLevels, distr)

gelman.diag(mpost)

predY = computePredictedValues(m, partition)

Not satisfactory?
Redo model
fitting.

mpost = convertToCodaObject(m)

effectiveSize(mpost)

sampleMcmc(m,thin, samples, transient, nChains)

Not satisfactory?
Define better model.

MF = evaluateModelFit(m, predY)

WAIC = computeWAIC(m)

Step 4. Exploring parameter estimates

Biotic interactions, dispersal limitation,
missing covariates and ecological drift

Step 5. Making predictions

Predictor values of environmental
covariates, e.g. representing an

environmental gradient

Species richness

Community-weighted
mean traits

Bioregionalisation

Conservation
prioritisation

Predictor values of spatio-temporal
context, e.g. spatial coordinates of
where predictions are to be made

Predicted
communities

Preparing predictors Making predictions Post-processing and interpretation

Species niches and their links
to traits and phylogenies

Figure 4.3 The five steps of a typical workflow of HMSC analyses. The computer
code in Steps 1–3 illustrates the syntax of the R-package Hmsc. The graph in Step
2 shows an MCMC trace plot, and the graphs in Step 4 illustrate the estimates of
some key model parameters.
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convergence is satisfactory. If not, the inference derived from the fitted
model cannot be fully trusted, and thus the model should be refitted by
running more MCMC iterations. MCMC convergence can be examined
with the help of visual inspection of MCMC trace plots, or using more
formal diagnostics, such as the effective sample size and the potential scale
reduction factor. We will illustrate these in Chapters 5–7, and discuss
them more specifically in Chapter 8.
The third step of the HMSC workflow (Figure 4.3) consists of

examining the model fit, and possibly comparing multiple models and
selecting which will be used as the final model(s). The explanatory power
of the model is determined by examining how well the model predicts
the data used to fit it, whereas the predictive power is determined by
examining how well the model predicts independent test data not used
for model fitting. HMSC includes functionality to perform cross-
validation in various ways, including partitioning either the sampling
units or some higher-level units into different folds. HMSC also includes
functionality for performing what we will call conditional cross-
validation. Conditional cross-validation is based on partitioning not only
the sampling units but also the species into different folds, and examining
whether and how much accounting for species interactions (or more
precisely, species associations) improves predictive power. Another
approach to model selection is to use information criteria, out of which
HMSC implements the so-called Widely Applicable Information Criter-
ion (WAIC). While we illustrate cross-validation in Chapters 5–7, we
postpone a more comprehensive discussion about model selection until
Chapter 9.
The fourth step of the HMSC workflow (Figure 4.3) consists of

exploring the parameter estimates. This is where most of the ecological
inference takes place, and thus where the results of the analyses
are related to ecological theory and knowledge on the study system.
Key parameters relate to the species niches (measuring how species
occurrences or abundances relate to abiotic variation), the dependency
of species niches on species traits and phylogenetic relationships
(identifying response traits and signals of niche conservation), and residual
species-to-species associations (measuring a combination of biotic
interactions, dispersal limitation, ecological drift, and missing covariates).
We discuss the interpretation of these parameters extensively in
Chapters 5–7, and illustrate them further with the help of a simulated
case study in Chapter 10 and a real data case study of Finnish birds in
Chapter 11.

An Overview of the Structure and Use of HMSC · 49

https://doi.org/10.1017/9781108591720.006 Published online by Cambridge University Press

https://doi.org/10.1017/9781108591720.006


The fifth step of the HMSC workflow (Figure 4.3) consists of using
the model for making predictions. Predictions can be made for locations
for which environmental covariates are known but where the species
have not been surveyed. This can be done for creating maps of species
distributions, species richness or trait distributions. In a comparison of a
large number of species and joint species distribution modelling methods,
HMSC generally performed the best in these kinds of prediction tasks
(Norberg et al. 2019). Predictions can also be done to examine how the
community is expected to respond to environmental perturbations, such
as land-use change or climatic change in future scenarios. Furthermore,
predictions can be used to illustrate how some aspect of community
structure (for example, species richness or community-weighted mean
trait) depends on environmental or spatial variation, as sometimes model
predictions clarify such dependencies more clearly than the raw param-
eter estimates. We will illustrate many kinds of model predictions while
building the HMSC framework in Chapters 5–7. In the context of the
case study on Finnish birds in Chapter 11, we further illustrate how
HMSC predictions can be post-processed for the purposes of bioregio-
nalisation and conservation prioritisation.
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