
2 � Typical Data Collected by
Community Ecologists

Community ecologists apply theoretical, experimental and observational
approaches to studying the processes that structure ecological commu-
nities (Morin 2011). Experimental approaches provide the most direct
way of testing the effects of specific processes acting in particular com-
munities. However, they typically focus on only a few axes of variation at
a time, and their results can thus be hard to link to the full complexity
of natural systems (Carpenter 1996; Schindler 1998). Likewise, while
mathematical models can be used to clarify the links between under-
lying mechanisms to the dynamics of ecological communities, they
typically rely on highly simplified assumptions, and can thus be difficult
to relate to empirical data. Data acquired by non-manipulative observa-
tional approaches are shaped by the full complexity of assembly
processes. However, as these processes can seldom be observed directly,
it is difficult to causally relate the observed patterns to the underlying
assembly processes when applying the observational approach. As all of
these methods have their pros and cons, they are likely to provide the
most comprehensive understanding when applied in combination. This
book, however, mainly focuses on empirical research based on non-
manipulative observational approaches.
Figure 2.1 describes the types of data that empirical community

ecologists typically collect, and that HMSC can take as input. Under-
standing the basic features of these data and how they have been col-
lected will be essential for properly setting up the HMSC model and for
appropriately interpreting the results. In this chapter, we will briefly go
through each of the data types: community data (Section 2.1), environ-
mental data (Section 2.2), data describing the spatio-temporal context
(Section 2.3), trait data (Section 2.4) and phylogenetic data (Section 2.5).
Finally, we make some remarks about how to best organise the data
prior to running the HMSC analyses and how to treat missing data
(Section 2.6).
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2.1 Community Data
Typical community data include field observations on the occurrence or
abundances of species (Y matrix, Figure 2.1) in a set of temporal and/or
spatial replicates. Throughout this book we refer to this matrix as ‘com-
munity data’ or, to emphasise the fact that these are the data to be
modelled, we refer to them as ‘response data’. Depending on the design
of the observational or experimental study, the objectives of the study
and the subject organisms, ecologists record the community data in
various ways.
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Figure 2.1 Data typically collected in community ecology. The community data
(denoted as the Y matrix) include the occurrences or abundances of the species
recorded in a set of temporal and/or spatial sampling units. The environmental data
(denoted as the X matrix) consist of the environmental covariates measured over the
sampling units. The trait data (denoted as the T matrix) consist of a set of traits
measured for the species present in the Y matrix. The phylogenetic correlation
matrix (denoted as the C matrix) quantifies phylogenetic relatedness among all
species pairs, and can be derived e.g. from a phylogenetic tree. The spatio-temporal
context includes location and time information about the samples, coded as
hierarchical levels to which the sampling units belong (denoted as the Πmatrix), and
the spatial or temporal coordinates of the units included at each hierarchical level
(denoted as the S matrix).
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To start with, species can be observed either directly or indirectly.
Most datasets based on traditional survey methods are constructed from
direct visual encounters. For instance, vascular plant communities, insect
communities and lichen communities are usually recorded by directly
observing and counting the individuals of each species. Audial encoun-
ters, which are used to record e.g. bird and frog communities, also
represent a direct way of recording species occurrence. In this book,
we will present two case studies based on data collected via direct
observation: vascular plant data obtained by surveying study plots
(Section 6.7); and bird data recorded with audial encounters (Section
5.7 and Chapter 11).
Due to the difficulty in observing them directly, many mammalian

species are often recorded using indirect cues such as tracks and drop-
pings. Another way of indirectly recording species is through DNA-
based molecular identification of environmental samples. With
DNA-based methods, one can identify the occurrences of almost any
target organism group from almost any environment or substrate, such as
soil, wood, air or water (Bohmann et al. 2014). Most current applications
of molecular species identification are based on amplifying and sequen-
cing so-called barcoding genes. These markers have been selected as
being especially suitable for discriminating between species, as they
display a high degree of variation between species but only little variation
within species (Hebert et al. 2003). In the molecular species identifica-
tion workflow, the sequences are typically grouped based on their
similarity into ‘species hypotheses’, referred to as operational taxonomic
units (OTUs). The OTUs can then be connected to Linnaean taxono-
mies by comparing their sequences with those found in reference data-
bases. In this book, we will present one case study based on DNA data:
dead wood-inhabiting fungi surveyed by sequencing sawdust samples for
the ITS region (the barcoding gene for fungi), followed by taxonomic
placement of the sequences to the species level based on comparison with
fungal reference databases (Section 7.9).
Community data on species can be measured in many kinds of units,

including presence–absence, or abundance measured as e.g. percentage
cover, biomass or counts of individuals or sequences. In studies of many
larger animals, such as birds and mammals, it is often feasible and natural
to measure abundance by counting the individuals. In vegetation studies,
it can be difficult to distinguish among individuals, and thus species’
abundances are often estimated as percentage cover. In studies focusing
on energy flows, such as those on trophic interactions in arthropod
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communities, species’ biomass may be the preferred abundance measure
(Saint-Germain et al. 2007). In fungal studies based on fruit-body
surveys, it is often difficult to reliably quantify the abundance of the
study organisms, and hence the data may be collected simply as presence–
absence. In this book, we will analyse abundance data based on counts of
individuals of birds (Section 5.7), counts of occupied study quadrats of
plants (Section 6.7), and counts of sequences of fungi (Section 7.9).
Additionally, we will analyse presence–absence data in all three case
study examples, by truncating the original data to presence–absence.
No data come without error. The most typical error in community

data is that of ‘false negatives’, meaning that some individuals or species
have remained unobserved because of a limited sampling effort, namely
imperfect detection (Guillera-Arroita 2017). HMSC allows imperfect
detection to be accounted for by including sampling effort-related cov-
ariates, such as variation in the total sequence count in the fungal case
study (Section 7.9). However, separating the observation process more
mechanistically from the biological processes remains to be implemented
in HMSC, as discussed in the section dedicated to future development
needs (Section 12.2.1). Another type of error can arise due to species
misidentification, bringing both ‘false negatives’ (species that were actu-
ally present but misidentified) and ‘false positives’ (species that were
actually not present but were recorded as present because they were
misidentified as another species) into the community data. Species mis-
identification is especially common with DNA-based methods, partly
because of the limited information contained in the short barcoding
sequences, and partly because of the incomplete nature of the reference
databases (Lou & Golding 2012). Species identification uncertainty can
be quantified by using statistical methods that estimate the probabilities of
the taxonomic assignments (Somervuo et al. 2017). While our case study
on fungi will be based on species identified with probabilistic taxonomic
placement (Section 7.9), the possibility of propagating species identifica-
tion uncertainty in HMSC represents another challenge remaining for
future developments (Section 12.2.1).
The last decade has experienced a rise of project initiatives aiming to

compile already existing data, either from natural history collections,
citizen data or scientific publications. Some of the highly used platforms
include the Global Biodiversity Information Facility (GBIF 2018),
national biodiversity atlas projects (e.g. Asher et al. 2001 for British and
Irish butterflies; Saurola et al. 2013 for Finnish birds) and citizen science
platforms such as iNaturalist (iNaturalist 2019). Scientific journals
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increasingly encourage data sharing, both by requiring the publication of
primary data, and through the possibility of publishing specific data
papers. While community ecologists originally tended to collect their
own data, the increasing availability and large extent of already com-
piled data has greatly increased the reuse of data collected earlier. The
use of data compiled from open sources is proving especially popular
when analysing and predicting communities at a large scale (e.g. Brotons
et al. 2007; Midgley et al. 2002; Pearman et al. 2008). Yet, such motley
data come with added variation emanating from their mixed sources,
adding new challenges to data modelling (e.g. Fithian et al. 2015;
Pacifici et al. 2017). It is particularly problematic when the errors or
biases in the data are correlated with the predictors of interest; for
example, if using data from the GBIF without controlling for the
variation in the observation effort, one might infer that biodiversity is
highest in areas which are most accessible by humans, simply because
most observations happen to be from such areas (Beck et al. 2014;
Boakes et al. 2010). As another example, the species recorded in the
global databases are not a random sample from all species, as they reflect
the expertise and interests of the volunteers recording the observations
(Troudet et al. 2017).

2.2 Environmental Data
The community data are usually accompanied by environmental data
consisting of a set of covariates that the ecologist hypothesises to be
important in explaining community composition (X matrix, Figure 2.1).
Environmental covariates can be continuous (e.g. elevation, temperature,
precipitation, pH) or categorical (e.g. vegetation type, whether the
environment is pristine or disturbed, whether the sample originates from
soil or water). In this section we only briefly discuss the types and sources
of environmental data. Franklin (2009) and Guisan et al. (2017) provide
much more extensive reviews on the types of environmental data that
can be used in SDMs, and how they can be expected to constrain species
distributions.
The environmental data can be directly measured by the community

ecologist, or collected from an already existing dataset. Small-scale vari-
ables (e.g. microclimatic variables, soil properties) are typically measured
directly when the community data are collected. As one example, we
will use the decay class of the log as an environmental covariate in the
fungal case study. This variable was measured in the field at the same time
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when the community data were sampled (Section 7.9). Large-scale
variables (e.g. macroclimatic variables or vegetation types) are often
collected afterwards from publicly available environmental datasets.
Popular sources for climatic variables include the global climate World-
clim projections (Fick & Hijmans 2017; Hijmans et al. 2005) and the
European climate maps constructed by Haylock et al. (2008). Other
frequently used sources of large-scale environmental variation include
habitat type classifications based on satellite remote sensing such as the
CORINE land cover data (European Environment Agency 2016), vege-
tation map projections (e.g. Brus et al. 2012), and the Google Earth
Engine platform (Gorelick et al. 2017). We will illustrate the use of such
data in the bird case study (Section 5.7 and Chapter 11), where we utilise
the CORINE land cover data (European Environment Agency 2016) for
habitat type classification, and European climate maps (Haylock et al.
2008) for climatic variables.
Just as the community data, Y, may contain uncertainties, so do

environmental predictors X. For example, global climate or vegetation
maps have been produced from model predictions and thus contain their
own uncertainties. Therefore, to minimise the degree of uncertainty, one
should carefully select for the sources of environmental data. How much
the remaining uncertainties matter for the ecological inference that is
derived from SMDs very much depends on the nature of the uncertain-
ties. For example, if one were to add independent random noise on top
of perfectly clean data, one would expect the signal in the data to
decrease but for no other biases to arise. Thus, with random data errors
one would expect to overestimate the role of stochastic ecological drift in
the data, in the same way that one would do if missing relevant predictors
from the model.

2.3 Spatio-temporal Context
One unit of community data is one row of the matrix Y (Figure 2.1), i.e.
the occurrences or abundances of the species as recorded for one sam-
pling unit. Depending on the study, the general term ‘sampling unit’may
refer to a single visit that a researcher has made to a study plot or transect
line, the catch of a trap over one day, a point count of birds based on
fifteen minutes of listening or all of the butterfly observations that have
been recorded in a particular 10 km � 10 km area over the last ten years.
The sampling unit can thus represent widely different spatial and tem-
poral scales – the choice of which will depend on the focal study
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organisms, the method used for acquiring the data, and the questions to
be addressed by the study. In our bird case study (Section 5.7 and
Chapter 11), each sampling unit will correspond to a transect line count
conducted along a predefined survey route during one day. In our plant
case study (Section 6.7), each sampling unit will correspond to one site
on which twenty-five quadrats of 1 m � 1 m size were surveyed. In our
fungal case study, each sampling unit will correspond to a single log
from which several sawdust samples were pooled before sequencing
(Section 7.9).
Concerning the spatial scale, in some cases there is a natural scale for

defining local communities, such as the individual tree for saproxylic
organisms, the host individual for microbiome studies, or the water body
for planktonic communities. If the local community can be sampled
exhaustively, as may be the case when surveying saproxylic organisms,
the sampling unit of the empirical study can be selected to match the
ecological scale of the local community. When the local community
cannot be sampled exhaustively, for example in the case of planktonic
communities, one may take several samples from the same local com-
munity. If these samples are pooled, the sampling unit corresponds to the
local community. If the samples are not pooled, the sampling unit (in the
sense of one row of the matrix Y in Figure 2.1) will be one sample, not
the local community that the sample represents. In our fungal case study,
the scale of sampling corresponds to the scale of local community, as
interactions among dead-wood-inhabiting fungi take place within the
well-defined unit of the log (Section 7.9). In our bird (Section 5.7 and
Chapter 11) and plant case studies (Section 6.7), the spatial scale of
sampling is arbitrarily decided rather than defined by the scale at which
the ecological processes act.
Concerning the temporal scale, sometimes the sampling unit repre-

sents those species that were instantaneously present, such as the bacteria
that are present in a soil sample at the time of sampling. In other cases, the
sampling unit represents an accumulation of species over time, as is the
case when animal tracks are counted in snow. Often the data are
collected at higher temporal resolution but later pooled over time. For
example, the time when a bird was heard by an audio recorder, or a
mammal seen by a camera trap, may be known to the accuracy of a
second, yet all observations made during a single day may be pooled into
one sampling unit. Pooling into larger units over space and time is
especially common in data compiled from multiple sources, such as the
biodiversity atlas data mentioned above. In all of our case studies, the
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sampling only covers a short period of time, and thus represents
the community that was present at the time of sampling.
In respect of HMSC, the spatio-temporal context of the study design

is described by the two matrices Π and S (Figure 2.1). The matrix Π
describes the units of the study. In addition to the sampling unit, which is
the finest spatial and temporal unit, the units of the study may contain
larger hierarchical scales. For example, in the case of saproxylic organ-
isms, the sampling unit may be a single survey of a single tree, as in our
fungal case study. The sampling-unit level can be nested within the level
of the forest, meaning that other trees are surveyed within the same forest
and other forests are surveyed in the same landscape. In addition to
spatially nested hierarchical units, the sampling design may also contain
cross-sectional structures. For example, the same trees may have been
surveyed for saproxylic organisms over consecutive years. In this case,
one tree-year pair would comprise one sampling unit, and the matrix Π
would describe which tree, which forest and which year the sampling
unit represents. While the plant data are collected at the quadrat level, we
will use the plant abundances at the site level as the response variable
(Section 6.7). Similarly, while the fungal data were collected from
multiple samples within each log, we will not use the individual samples
as the sampling unit, but rather the pooled sample representing the entire
log (Section 7.9). However, HMSC can be used in a straightforward
manner for hierarchical case studies, as we will illustrate with simulated
data (see Section 5.6 for an example).
The matrix S describes the spatial and temporal coordinates of the

units included in the matrix Π. In our case studies with fungal (Section
7.9) and plant data (Section 6.7), we will not include any spatial or
temporal coordinates, and thus our models will be spatially and tempor-
ally implicit. In our case studies with bird data (Section 5.7 and Chap-
ter 11), we will take a spatially explicit approach by including the spatial
coordinates of the transect lines into the analyses. In Chapter 10 we will
illustrate both spatially (Section 10.2) and temporally (Section 10.3)
explicit HMSC analyses in the context of simulated data generated by
an individual-based model.

2.4 Trait Data
If the aim is to understand how species traits influence community
assembly processes, one needs to include data on species-specific traits
(T matrix, Figure 2.1). These data may include morphological traits such
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as body size, physiological traits such as tolerance to climatic conditions,
functional traits such as feeding type, or the position of the species within
the surrounding food web. Much like environmental variables, traits can
be continuous (e.g. body size in animals, seed size in plants or spore size
in fungi), or categorical (e.g. feeding type in animals, life form in plants or
trophic group in fungi). In our case study on birds, we will include the
categorical trait of migratory behaviour, as well as the continuous trait of
body mass (Chapter 11). In our case study on plants (Section 6.7), we will
use the leaf tissue carbon-to-nitrogen ratio as a surrogate for competitive
ability, representing a continuous trait.
Trait data can be collected simultaneously with community data, e.g.

by measuring ten randomly selected individuals per species and then
using the mean and standard deviation of these to represent the mean
trait and its variability for each species. Alternatively, one may use trait
data from published studies or already compiled trait database platforms.
Frequently used global trait databases include the TRY database for plant
traits (Kattge et al. 2011), and the EltonTraits database for foraging traits
of birds and mammals (Wilman et al. 2014). As with environmental data,
the researcher needs to be aware of potential errors and biases related to
trait data. Clearly, global species trait databases are incomplete and
contain errors, and may correspond more accurately with the actual traits
of the species from one part of the world than from another part of the
world.

2.5 Phylogenetic Data
For evaluating the extent to which species niches reflect phylogenetic
relationships, one needs phylogenetic data. While we have represented
such data by the phylogenetic correlation matrix C in Figure 2.1, these
data typically come in the form of a phylogenetic tree. Phylogenetic trees
are generally constructed by running genomic sequence data through
phylogenetic analysis software (Nascimento et al. 2017). The availability
of both the raw data as well as constructed phylogenetic trees is
rapidly increasing in the literature, allowing quantitative phylogenetic
trees to be integrated into analyses in many organisms. For example, our
bird case study (Chapter 11) uses a phylogenetic tree constructed for the
focal set of species with the BirdTree platform (https://birdtree.org/)
(Jetz et al. 2012).
Where genetic data and quantitative phylogenies are lacking, data on

taxonomic identity (at the level of genus, family, order, class, phylum,
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etc.) may be the best available proxy of phylogenetic relatedness. Taxo-
nomical data can also be represented as a tree, but unlike quantitative
phylogenetic trees, the branch lengths of a taxonomical tree are often
assumed to be the same between all levels. Hence, branch length does
not necessarily correlate with the times since the species have diverged
from their common ancestors. We illustrate this approach in our plant
case study, where we account for the relatedness among the species based
on a taxonomical tree (Section 6.7).

2.6 Some Remarks about How to Organise Data
To run the statistical analyses of the data as smoothly as possible, we
recommend organising the data as outlined in Figure 2.1. Thus, in the
matrix Y of community data, each column represents a species and each
row a sampling unit. As with the community matrix Y, the rows of the
environmental matrix X and the study design matrix Π also correspond
to the sampling units. Hence, since these three matrices share the same
rows, they can all be compiled into a single data file. The species
names in the trait data in the T matrix should be identical to the species
names in the phylogenetic tree (from which the phylogenetic correlation
matrix C is derived), which should be identical to those used in the
community data Y. While this may sound trivial, small inconsistencies
are often observed in practice, for example the bird species Corvus
monedula could be named as ‘Corvus monedula’ in the T matrix, ‘Cor-
vus_monedula’ in the phylogenetic tree and ‘cor_mon’ in the Y matrix.
Unfortunately, while trivial for the bird researcher, it can be challenging
for the computer to recognise that these three labels represent the same
species.
Organising messy raw data into a clean format can sometimes take as

much time as conducting the statistical analyses. Thus, it is important to
learn how to keep the data clean directly from the beginning of the
study. In simple studies, this can be done perhaps most straightforwardly
by typing the data directly e.g. as csv files, whereas with more complex
studies, utilising more sophisticated database structures may be worth
the effort.
A common concern with data matrices is that they often contain

missing data. For example, when the measurement of some environ-
mental covariate is very time-consuming or expensive, it might be
measured only for a subset of the sampling units. As another example,
when the trait data are derived from existing databases, all species might

28 · Introduction to Community Ecology: Theory and Methods

https://doi.org/10.1017/9781108591720.004 Published online by Cambridge University Press

https://doi.org/10.1017/9781108591720.004


not be found from the database. In the current implementation of
HMSC, missing data are allowed for the community data matrix Y only,
and hence not for the environmental data matrix X, the species trait data
matrix T, the phylogenetic correlation matrix C, the study design matrix
Π, nor the matrix S describing the spatio-temporal context of the study.
Concerning the community data matrix Y, it is important to keep in

mind that ‘missing data’ (NA) is fundamentally different from zero or
absence (0). A zero means that the species was searched for but not
found, whereas ‘missing data’ means that the species was not even
searched for. Thus, unlike zero or absence data, the missing observation
is omitted when computing the likelihood of observing the data during
model fitting. Concerning the other data matrices X, T, C, Π and S,
there are basically two options if these have missing data. The first and
simplest option is to exclude all the data that include missing elements.
For example, if one or more environmental covariates have not been
measured for a small number of sampling units, it may be wise to exclude
those sampling units altogether from the statistical analyses. In contrast, if
one or more environmental covariates are missing from most sampling
units, a better option might be to exclude those environmental covari-
ates, rather than restricting the analyses to a small subset of the sampling
units. The other option is to apply the so-called data imputation; in other
words, to make up the missing values. For example, if some particular
trait of a particular species is missing, a trait value for a closely related
species can be used as a proxy for the missing trait. More generally, data
imputation refers to replacing missing data with an estimated value based
on available information. Extensive imputation of missing data can
introduce biases into the results, and thus should be applied with caution.
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